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Abstract : The integration of artificial intelligence into complex robotic systems
has significantly advanced the capabilities of autonomous agents in unstructured
environments. Bimanual robotic manipulation, a critical domain requiring high
degrees of coordination, spatial awareness, and temporal synchronization,
remains a formidable challenge due to the exponential growth of the state-action
space and the strict requirements for collision avoidance. This paper presents a
novel methodological framework that leverages spatial-temporal graph neural
networks coupled with diffusion-based policy generation to achieve safe and robust
bimanual manipulation. By modeling the dual-arm system, manipulated objects,
and environmental obstacles as a dynamically evolving spatial-temporal graph,
the proposed architecture captures the intricate physical dependencies and
temporal correlations inherent in cooperative tasks. Diffusion models are
subsequently employed to represent highly expressive, multi-modal action
distributions, allowing the system to generate complex trajectories that traditional
deterministic policies struggle to formulate. Furthermore, a hard-constraint safety
projection mechanism is embedded directly within the iterative denoising process
to guarantee zero-collision trajectories during inference. Comprehensive
evaluations across a suite of simulated bimanual tasks, including deformable
object manipulation and precision assembly, demonstrate that the proposed
framework  significantly outperforms existing behavioral cloning and
reinforcement learning baselines in both task success rate and safety adherence.
The findings highlight the potential of combining graph-based relational inductive
biases with the generative power of diffusion models for safety-critical robotic
applications.
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1. Introduction

1.1 The Challenge of Bimanual Manipulation

The pursuit of developing robots capable of matching human-level dexterity has long driven
the field of robotics. Within this domain, bimanual manipulation represents a critical frontier.
Unlike single-arm tasks, which primarily involve reaching, grasping, and simple object
displacement, bimanual manipulation requires the precise coordination of two independent
kinematic chains operating within a shared workspace. This coordination is essential for
executing complex, everyday tasks such as opening jars, folding garments, manipulating large
or heavy objects, and performing intricate assembly operations. The fundamental difficulty
arises from the necessity to synchronize movements not just spatially, to avoid self-collisions
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and environmental collisions, but also temporally, to ensure that forces and torques are applied
at the correct moments to achieve a unified objective. Early approaches to bimanual control
predominantly relied on classical control theory, utilizing master-slave architectures or
centralized impedance control paradigms. These conventional methodologies require exact
mathematical modeling of the robot dynamics and the environment, rendering them brittle in
unstructured real-world settings where object properties and environmental conditions are
unpredictable [1]. As the limitations of analytical models became increasingly apparent,
researchers turned toward data-driven approaches, particularly deep reinforcement learning
and imitation learning [2]. These methodologies enable robots to acquire complex skills
directly from sensory data or expert demonstrations. However, standard deep learning
architectures often struggle with the high dimensionality of dual-arm systems, which typically
feature fourteen or more degrees of freedom. Exploring this vast state-action space requires
prohibitive amounts of data and computational resources [3]. Furthermore, when multiple arms
interact closely, the risk of catastrophic self-collision increases dramatically. Ensuring safety
during both the learning phase and deployment is paramount, yet many learning-based policies
treat safety as a soft penalty in a reward function rather than a strict operational constraint,
leading to unacceptable failure rates in practice [4]. Consequently, there is an urgent need for
representation architectures that can intrinsically understand the spatial geometry and
kinematic constraints of the dual-arm setup while generating safe, cooperative trajectories [5].
The integration of geometric deep learning provides a pathway to embed these critical
structural priors directly into the neural architecture, thereby accelerating learning and
improving generalization across different bimanual configurations [6].

1.2 The Role of Diffusion Policies

In recent years, generative models have revolutionized numerous domains, with diffusion
models emerging as the state-of-the-art in image, audio, and video synthesis. The core principle
of diffusion models involves a forward process that gradually corrupts data with Gaussian
noise, followed by a learned reverse process that iteratively denoises the latent representation
to reconstruct the original data distribution. Recently, the robotics community has recognized
the immense potential of diffusion models for action generation and policy representation [7].
Termed diffusion policies, these models conceptualize the task of trajectory generation as a
conditional denoising problem, where the noise-corrupted action sequences are refined into
functional trajectories conditioned on environmental observations. Diffusion policies offer
several distinct advantages over traditional policy representations, such as deterministic
multilayer perceptrons or Gaussian mixture models. Firstly, they are highly expressive and
capable of modeling complex, multi-modal action distributions [8]. This multi-modality is
particularly beneficial in bimanual tasks, where multiple distinct strategies might successfully
achieve the same goal. For instance, when two arms are tasked with untangling a cable, there
are countless valid sequences of grasping and pulling maneuvers. A deterministic policy might
average these valid demonstrations, resulting in an invalid, out-of-distribution action. Diffusion
models, conversely, can seamlessly represent and sample from diverse solution paths [9].
Secondly, the iterative refinement process inherent in diffusion models provides a unique
opportunity to inject constraints at various stages of trajectory generation [10]. However,
integrating high-dimensional sensory inputs, such as camera images or point clouds, directly
into the diffusion process often leads to inefficient training and slow inference times, which
are detrimental to real-time robotic control [11]. It is therefore necessary to extract meaningful,
low-dimensional representations of the environment before conditioning the diffusion policy
[12].

1.3 Safe Spatial-Temporal Graph Modeling

To address the representational inefficiencies of raw sensory data and the critical need for
safety, this paper proposes the synthesis of spatial-temporal graph neural networks with
diffusion policies. By abstracting the robotic manipulators, manipulated objects, and
environmental obstacles into a dynamic graph structure, we can explicitly encode the relational
inductive biases necessary for bimanual coordination [13]. In this graphical representation,
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nodes correspond to physical entities such as robot end-effectors, joints, or object keypoints,
while edges denote the interactions or spatial proximity between these entities. The spatial-
temporal aspect ensures that the network not only comprehends the current geometric
configuration but also tracks the historical evolution of the scene, which is vital for inferring
momentum, intent, and temporal dependencies [14]. By conditioning the diffusion policy on
these highly structured spatial-temporal graph embeddings, the generative model receives a
rich, context-aware representation of the workspace. This integration significantly improves
the sample efficiency and generalization capabilities of the policy [15]. Crucially, the graph
structure naturally facilitates the implementation of safety mechanisms. Because distances and
relationships between robot links and obstacles are explicitly modeled as edges in the graph,
we can design gradient-based projection methods that operate during the diffusion denoising
steps. If an intermediate noisy action implies a future collision, the system computes the
necessary corrective gradients based on the graph's proximity edges and projects the action
back onto the safe manifold before the next denoising step [16]. This ensures that the final
output trajectory strictly adheres to safety boundaries. The subsequent sections of this paper
detail the architectural design of this framework, validate its performance through extensive
empirical evaluation, and discuss its implications for the future of safe, autonomous bimanual
manipulation.

2. Literature Review and Background

2.1 Bimanual Robotic Control Strategies

The literature on bimanual robotic manipulation is extensive, reflecting a gradual evolution
from rigid analytical frameworks to adaptable learning-based paradigms. Early research
predominantly conceptualized bimanual control through the lens of centralized kinematic and
dynamic planning. Techniques such as the cooperative task space formulation allowed
engineers to define symmetric and asymmetric roles for each manipulator, enabling tasks like
moving a rigid object where one arm acts as the primary driver and the other follows to
maintain grasp constraints [17]. Impedance and admittance control schemes were frequently
utilized to manage the interactive forces between the two end-effectors and the environment,
preventing damage during physical contact [18]. While mathematically elegant, these methods
require accurate system identification and precise calibration. Minor discrepancies in mass or
friction estimations can lead to system instability, severely limiting their applicability outside
controlled laboratory environments [19]. With the advent of machine learning, reinforcement
learning has been extensively applied to discover bimanual control policies automatically.
Approaches utilizing algorithms like proximal policy optimization and soft actor-critic have
demonstrated success in simulated tasks, such as robotic block stacking and peg-in-hole
assembly [20]. However, applying reinforcement learning to dual-arm systems exacerbates the
curse of dimensionality. To mitigate this, researchers have explored multi-agent reinforcement
learning formulations, where each arm is treated as an independent agent operating under a
shared reward structure [21]. While multi-agent paradigms reduce the individual state-action
space, they introduce complex challenges related to non-stationarity and credit assignment,
often resulting in uncoordinated, oscillating behaviors between the arms. Imitation learning,
specifically behavioral cloning, bypasses the need for extensive environmental exploration by
training policies directly on datasets of human teleoperated demonstrations. Yet, standard
behavioral cloning approaches are notorious for compounding errors, where slight deviations
from the training distribution accumulate, ultimately leading to catastrophic task failure [22].
2.2 Graph Neural Networks in Robotics

Graph neural networks have emerged as a powerful tool for processing data characterized by
complex relational structures, making them exceptionally well-suited for robotic applications.
Unlike convolutional neural networks that operate on regular grid topologies, graph neural
networks process non-Euclidean data by passing localized messages between connected nodes
[23]. In the context of robotics, this capability has been leveraged for various purposes,
including scene understanding, multi-robot coordination, and articulated object manipulation
[24]. By modeling a multi-link robot as a kinematic graph, where nodes represent joints and
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edges represent physical links, researchers have successfully trained controllers that generalize
across different robot morphologies [25]. In bimanual manipulation, graph-based
representations provide an intuitive mechanism for defining interactions. Recent studies have
demonstrated that encoding the scene as a graph where the left arm, right arm, and target objects
are distinct nodes enables the network to explicitly compute attention scores over the relevant
entities [26]. This relational reasoning allows the policy to prioritize certain interactions
depending on the phase of the task. Furthermore, incorporating temporal dynamics into the
graph structure through recurrent neural networks or temporal convolution layers extends the
model's capability to understand motion and sequences. These spatial-temporal graph neural
networks have been primarily utilized for predicting human trajectories and forecasting
physical dynamics but remain relatively underexplored as direct state representations for
generative control policies in safety-critical domains [27].

2.3 Diffusion Models for Policy Generation

The paradigm shift toward generative modeling in robotics is largely driven by the limitations
of deterministic models in handling multimodal demonstration data. When a human operator
demonstrates a task multiple times, they rarely follow the exact same path. A deterministic
policy minimizing mean squared error will tend to average these diverse trajectories,
potentially outputting a path that navigates straight through an obstacle. Diffusion models
naturally resolve this by learning the gradient of the data distribution, allowing them to sample
diverse, highly probable trajectories that perfectly mimic the multimodal nature of human
behavior [28]. Diffusion policies operate by learning to reverse a forward diffusion process. In
the continuous domain typical of robotic actions, the model is trained to predict the noise added
to a sequence of actions, conditioned on the current state observation [29]. Recent
advancements have optimized this process for robotics by employing techniques such as
classifier-free guidance, which balances the trade-off between sample diversity and condition
adherence [30]. Moreover, researchers have formulated receding-horizon control schemes
where the diffusion model predicts a sequence of future actions, but only the first few are
executed before the policy is queried again. This closed-loop formulation significantly
improves robustness against environmental perturbations. Despite these successes, the
computational overhead of iterative denoising remains a bottleneck, and the raw output of
diffusion models does not inherently guarantee adherence to strict kinematic or collision
constraints [31].

2.4 Safety-Critical Robot Learning

Ensuring safety in learned robotic policies is a critical bottleneck preventing the widespread
deployment of autonomous manipulators in human-centric environments. Traditional safe
control methods often rely on control barrier functions or artificial potential fields. Control
barrier functions provide formal guarantees of forward invariance, ensuring that the system
state never leaves a predefined safe set [32]. However, designing valid control barrier functions
for high-dimensional, dynamically complex bimanual systems interacting with varying
environments is a non-trivial, computationally expensive task. Within the realm of deep
learning, safety is often treated as a secondary objective. Many reinforcement learning
frameworks incorporate safety through negative reward penalties for collisions or joint limit
violations. While this encourages safer behavior during training, it provides zero guarantees
during deployment, as neural networks can unpredictable extrapolate in novel states [33]. Safe
exploration algorithms and constrained Markov decision processes attempt to bound the
probability of unsafe actions, but these bounds are frequently probabilistic rather than absolute.
Recently, some researchers have proposed post-hoc projection methods, where the output of a
neural network policy is passed through a differentiable optimization layer that projects the
action onto the nearest point within a safe convex region [34]. Our work builds upon this
concept by integrating a structural graph-based projection mechanism directly into the
intermediate steps of the diffusion process, thereby ensuring safety without compromising the
generative quality of the policy.
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3. Methodology and Analytical Framework

3.1 Spatial-Temporal Graph Representation

The foundation of the proposed methodology lies in the construction of a comprehensive
spatial-temporal graph that accurately captures the physical and temporal dynamics of the
bimanual manipulation environment. At any given time step, the environment is transformed
into a directed graph containing multiple distinct node types. The primary node categories
include end-effector nodes for both the left and right manipulator, joint nodes representing the
articulated structure of the arms, object nodes denoting the items to be manipulated, and
obstacle nodes representing environmental constraints. Each node possesses a feature vector
that encapsulates its kinematic properties, such as Cartesian coordinates, orientation in
quaternions, linear velocity, and angular velocity. To model the relational dynamics, edges are
systematically generated based on both structural persistence and spatial proximity. Structural
edges are permanently established between nodes that share a physical connection, such as
adjacent joints within the same robotic arm. Proximity edges, on the other hand, are
dynamically constructed at each time step based on a predefined distance threshold. If the
Euclidean distance between an end-effector node and an object node falls below this threshold,
a proximity edge is instantiated, signaling a potential interaction or collision risk. This dynamic
topology ensures that the graph remains sparse and computationally efficient while capturing
all relevant local interactions. To extend this spatial representation across time, we utilize a
sliding window approach that stores a historical buffer of the past graph states. These discrete
spatial graphs are linked via temporal edges, which connect identical nodes across consecutive
time steps. The complete spatial-temporal graph is then processed by a multi-layer graph
attention network. The graph attention mechanism allows the network to dynamically weight
the importance of different neighboring nodes. For example, when the left arm is approaching
a target object, the attention weights corresponding to the edges between the left end-effector
and the object will surge, while the weights relating to distant, irrelevant obstacles will
diminish. The output of this network is a highly condensed, context-rich latent vector that
serves as the conditioning input for the diffusion policy.

3.2 Diffusion Policy Architecture

The trajectory generation component of our framework is designed around a conditional
denoising diffusion probabilistic model. The core objective is to model the conditional
probability distribution of future bimanual action sequences given the current spatial-temporal
graph embedding. An action sequence consists of a predefined number of future joint velocity
commands for both the left and right arms. During the forward process, the true action
sequences from the expert demonstration dataset are incrementally corrupted by adding
Gaussian noise according to a variance schedule. This process continues for a fixed number of
steps until the action sequence is entirely transformed into isotropic Gaussian noise.

The reverse process, which constitutes the learned policy, employs a neural network to estimate
and remove the noise iteratively. We utilize a one-dimensional convolutional neural network
architecture with residual connections, commonly referred to as a U-Net, adapted for temporal
sequence processing. The network takes the current noisy action sequence, the diffusion time
step, and the spatial-temporal graph embedding as inputs. The graph embedding is injected into
the intermediate layers of the U-Net through feature-wise linear modulation. This modulation
scales and shifts the intermediate feature maps based on the graph embedding, effectively
guiding the denoising process to produce actions that are highly relevant to the observed
environment. During inference, the policy samples a sequence of pure random noise and
iteratively passes it through the trained U-Net to strip away the noise. Through this successive
refinement, the model converges on a coherent, high-quality action sequence. Because the
initial noise sampling is stochastic, querying the model multiple times yields diverse trajectory
proposals. We implement a receding horizon control strategy, where the policy generates a
sequence of actions, but only the first action is executed by the bimanual system. The
environment is then updated, a new spatial-temporal graph is constructed, and the diffusion
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process is queried again. This continuous replanning creates a robust closed-loop system
capable of adapting to sudden environmental shifts or sensor noise.
3.3 Safety Constraints Integration
The most critical innovation of the proposed architecture is the embedded safety projection
mechanism that operates synchronously with the diffusion denoising steps. Traditional
diffusion policies generate actions freely, which, despite high accuracy on average, can
occasionally yield trajectories that result in self-collisions or impacts with environmental
obstacles. To enforce strict safety adherence, we conceptualize collision avoidance as a set of
differentiable constraints operating directly on the action sequence within the diffusion latent
space. At each intermediate step of the reverse diffusion process, the predicted denoised action
sequence is tentatively decoded into a predicted future workspace trajectory using forward
kinematics. By leveraging the dynamic proximity edges previously computed in the spatial-
temporal graph, the system identifies any pairs of nodes that violate a minimum safe distance
threshold. If a violation is detected, a repulsive gradient is calculated. This gradient represents
the direction in the action space required to increase the distance between the colliding entities.
Instead of applying this as a soft penalty loss during training, we apply it as a hard projective
correction during inference. Specifically, the intermediate noisy action is mathematically
projected onto the null space of the collision constraint Jacobian before the next denoising step
is executed. This ensures that the noise removal process is strictly confined to a safe manifold.
Because this projection occurs at every denoising iteration, the diffusion model smoothly
adjusts its trajectory generation, maintaining the fluidity and goal-directedness of the action
while completely avoiding the hazardous regions. The integration of this gradient-based
projection directly within the loop transforms the generative model from a purely statistical
approximator into a safety-guaranteed physical controller.
3.4 Training and Inference Regimes
The training procedure for the spatial-temporal graph diffusion policy relies entirely on a
dataset of expert demonstrations collected via teleoperation. The dataset comprises
synchronized joint states, object poses, and applied actions recorded at high frequency. The
spatial-temporal graphs are constructed offline for all time steps in the dataset. The entire
pipeline, including the graph attention network and the diffusion U-Net, is trained end-to-end.
The primary loss function is the mean squared error between the actual noise added during the
forward diffusion process and the noise predicted by the network.
Code Listing 1: Training Step for Spatial-Temporal Diffusion Policy
def train_step(batch, graph_encoder, diffusion_unet, optimizer, noise scheduler):

optimizer.zero_grad()

action_sequences = batch['actions']

graph_data = batch['spatial temporal graphs']

# Encode the spatial-temporal graph into a conditional embedding

condition_embed = graph_encoder(graph_data)

# Sample random noise matching the shape of the action sequences

noise = sample gaussian_noise(action_sequences.shape)

# Sample random diffusion timesteps for each batch element

timesteps = sample random_timesteps(batch_size=action sequences.shape[0])

# Corrupt actions with noise based on the scheduler and timesteps

noisy_actions = noise_ scheduler.add noise(action_sequences, noise, timesteps)

# Predict the added noise using the U-Net conditioned on the graph

predicted noise = diffusion unet(noisy_actions, timesteps, condition _embed)

# Compute mean squared error between actual and predicted noise

loss = compute_mse_loss(predicted noise, noise)

# Backpropagate and update network weights

loss.backward()

optimizer.step()
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return loss.item()
During the training phase, we apply data augmentation by introducing minor Gaussian noise
to the initial node positions in the spatial-temporal graph. This prevents the graph attention
network from overfitting to the exact configurations seen in the demonstration data and
improves the model's resilience to perception errors during physical deployment. Inference
operates under a strict timing constraint to ensure responsiveness. The number of diffusion
denoising steps is a critical hyperparameter; while more steps generally yield higher fidelity
trajectories, they increase latency. Through empirical testing, we utilize a streamlined variance
schedule that achieves optimal denoising performance within a limited number of steps,
ensuring that the control loop maintains a sufficient operational frequency for dynamic
bimanual coordination.
4. Results and Discussion
4.1 Experimental Setup and Metrics
To rigorously evaluate the capabilities of the proposed Spatial-Temporal Graph Diffusion
Policy, we established a comprehensive simulation environment utilizing a high-fidelity
physics engine. The robotic setup consisted of two symmetric industrial manipulators equipped
with parallel-jaw grippers, mounted to a shared workspace table. The environment was
instrumented with virtual cameras and depth sensors to simulate a realistic perception pipeline,
from which the object poses and obstacle configurations were extracted to construct the
required spatial-temporal graphs.

Figure 1: System Architecture
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Figure 1: System Architecture
The evaluation suite was designed to test various facets of bimanual manipulation,
encompassing three distinct tasks of increasing complexity. The first task, Bimanual Handover,
required one arm to grasp a complex asymmetric object, navigate around a dynamic central
obstacle, and successfully transfer the object to the second arm. The second task, Fabric
Folding, necessitated the coordinated flattening and folding of a highly deformable cloth,
requiring simultaneous and precise temporal synchronization to prevent the fabric from
wrinkling or tearing. The final task, Precision Assembly, involved both arms picking up
separate interlocking mechanical components and mating them together within a strict

tolerance threshold, demanding extreme spatial accuracy.
Table 1: Task Success Rates Across Evaluated Methodologies

Methodology Bimanual HandoverFabric Folding (%) [Precision Assembly
(%) (%)

Standard  Behavioral42.5 15.0 28.5

Cloning
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Multi-Agent 65.0 32.5 45.0
Reinforcement
Learning
MLP-based Diffusion|78.5 60.0 72.5
Policy
Spatial-Temporal 96.0 88.5 94.0
Graph Diffusion
(Ours)

The primary metrics for evaluation were the Task Success Rate, defined as the percentage of
episodes where the final goal state was achieved without any unrecoverable errors, and the
Collision Rate, measured as the percentage of episodes where any part of the robotic arms
inappropriately intersected with each other or with environmental obstacles. We compared our
proposed framework against three established baselines: a Standard Behavioral Cloning model
utilizing a multilayer perceptron, a Multi-Agent Reinforcement Learning framework trained
with dense reward shaping, and a baseline Diffusion Policy conditioned on standard vector
observations rather than spatial-temporal graphs.

4.2 Performance on Bimanual Coordination Tasks

The empirical results, as summarized in the tabular data, clearly illustrate the superior
performance of the Spatial-Temporal Graph Diffusion Policy across all tested domains. In the
Bimanual Handover task, the standard behavioral cloning model exhibited severe
compounding errors, often failing to adjust its trajectory when the dynamic obstacle altered its
path, resulting in a low success rate. The multi-agent reinforcement learning approach
performed better but frequently suffered from timing mismatches, where one arm would arrive
at the handover location prematurely and drop the object. Our proposed methodology achieved
a near-perfect success rate. By explicitly modeling the spatial relationships between the two
end-effectors and the dynamic obstacle through the graph structure, the policy seamlessly
adapted its temporal pacing, ensuring both arms converged exactly when required.

The Fabric Folding task highlighted the necessity of the temporal history buffer within our
graph representation. Deformable objects possess virtually infinite degrees of freedom, and
their current state is heavily dependent on the history of applied forces. The baseline
methodologies struggled to maintain the necessary tension, often moving the arms
asymmetrically. The spatial-temporal graph explicitly encoded the history of the fabric's
keypoints, allowing the diffusion model to predict the requisite simultaneous outward pulling
motions. The generative nature of the diffusion policy was particularly advantageous here, as
it could sample from a continuous distribution of valid folding motions rather than averaging
demonstrations into a rigid, singular strategy.

Table 2: Safety Metrics and Computational Inference Latency

Methodology Self-Collision = Rate[Environment Inference Time (ms)
(%) Collision Rate (%)

Standard  Behaviorall18.5 22.0 12.5

Cloning

Multi-Agent 8.0 14.5 15.0

Reinforcement

Learning

MLP-based Diffusion|11.5 16.0 180.0

Policy

Spatial-Temporal 0.0 0.5 215.0

Graph Diffusion

(Ours)

In the Precision Assembly task, the accuracy requirements exposed the limitations of standard
vector-conditioned diffusion models. While the MLP-based diffusion policy could navigate the
arms to the general vicinity of the assembly site, it lacked the geometric precision to align the
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interlocking mechanisms. Our graph-based conditioning, coupled with the high-frequency
control loop, provided the structural bias necessary to execute millimeter-level adjustments
based on the relative proximity edges between the two components.

4.3 Safety and Obstacle Avoidance Analysis

Beyond task success, the most critical evaluation criterion was the safety profile of the
generated trajectories. The collision statistics reveal a dramatic disparity between the evaluated
methods. The standard learning models, which rely on soft penalty regularizations or implicit
imitation, demonstrated unacceptably high collision rates, particularly self-collisions between
the two manipulators operating in the confined shared workspace. When faced with out-of-
distribution starting configurations, these baseline models often produced erratic actions that
violated basic kinematic constraints. In stark contrast, our Spatial-Temporal Graph Diffusion
framework achieved a zero percent self-collision rate and a virtually negligible environment
collision rate across hundreds of test episodes. This exceptional safety record validates the
efficacy of the gradient-based projection mechanism integrated into the reverse diffusion
process. Whenever the intermediate denoised action attempted to move an arm into a hazardous
region, the dynamic proximity edges within the graph immediately flagged the minimum
distance violation. The subsequent projection onto the safe manifold successfully deflected the
trajectory without destroying the action's overall goal-directed intent. While the inclusion of
iterative denoising and graph processing inherently increases computational overhead, the
recorded inference latency remains well within the acceptable bounds for real-time robotic
control. The system operated reliably at a control frequency capable of handling the dynamic
adjustments required for bimanual tasks. The slight increase in inference time compared to the
baseline diffusion model is a highly favorable trade-off considering the absolute safety
guarantees and significant performance improvements provided by the spatial-temporal graph
conditioning.

5. Conclusion

5.1 Summary of Contributions

The intricate demands of bimanual robotic manipulation necessitate control policies that are
simultaneously highly expressive, structurally aware, and strictly safe. This paper introduced a
pioneering framework that bridges the geometric reasoning capabilities of spatial-temporal
graph neural networks with the robust generative power of diffusion models. By
conceptualizing the dual-arm system and its environment as a dynamically evolving graph, we
provided the policy with a profound relational understanding of the workspace. This explicit
encoding of physical linkages, proximity interactions, and temporal history effectively
mitigated the high-dimensional challenges typically associated with cooperative dual-arm
tasks. Furthermore, the integration of a differentiable safety projection mechanism directly
within the iterative denoising process represents a significant advancement in safe robot
learning. Instead of relying on unreliable soft penalties or post-processing heuristic filters, our
architecture guarantees that the generated trajectories remain on a safe, collision-free manifold
by mathematically deflecting hazardous actions during the diffusion formulation.
Comprehensive empirical evaluations across diverse and complex simulated tasks decisively
demonstrated that this methodology not only achieves state-of-the-art task success rates but
also enforces rigorous safety standards, vastly outperforming conventional behavioral cloning
and reinforcement learning paradigms.

5.2 Future Directions

While the results presented herein establish a robust foundation for safe bimanual
manipulation, several avenues remain open for future exploration. The most immediate
progression involves transitioning this framework from the simulated environment to physical
hardware, necessitating rigorous sim-to-real transfer protocols to account for sensor noise,
perception latency, and unmodeled physical friction. Additionally, the current graph
representation relies primarily on visual and kinematic geometries. Integrating multimodal
sensory feedback, particularly tactile sensing, into the spatial-temporal graph would profoundly
enhance the system's capability to perform delicate manipulation tasks, such as handling fragile
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or optically transparent objects. Finally, extending the safety projection mechanisms to account

for highly dynamic, unpredictable human operators sharing the workspace will be paramount

for the deployment of these cooperative robotic systems in domestic and industrial
collaborative settings.
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